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1 Management Summary 

Information on programmes, courses, quality assurance, and credentials is currently 

distributed across different systems and presented in inconsistent formats. Interoperable 

course information is essential for university alliances and other cross-institutional 

partnerships to create shared catalogues, support seamless student mobility, automate 

recognition processes, and issue digital credentials.  

In work package 5, we developed a prototype of a Europe-wide course catalogue bringing 

together learning opportunities in a single searchable environment. This enables learners to 

compare opportunities and design flexible learning pathways, while supporting institutions, 

employers, and recognition centres with comprehensive and trustworthy course data for 

decision-making. 

Under T1 – Development of Requirements and Selection of Features for a Minimum Viable 

Product, three online workshop sessions were held on 10 and 15 September 2025. The 

participation of KIC and DHBW ensured that both the software-development perspective and 

the operational requirements of higher education institutions and European University 

Alliances were represented. Collaborative tools, including Miro, were used to document 

decisions and ensure traceability. The workshops resulted in: (i) the confirmation of 11 high-

priority indicators; (ii) the definition and prioritisation of platform features and user flows 

according to the “must/should/could” approach; and (iii) the translation of these findings into 

technical requirements, including the identification of pilot institutions. The requirements 

therefore provided the operational link between the empirically validated indicators 

developed in WP2, the specifications developed in WP3 and the subsequent platform 

development. The selection of the 11 indicators was supported by two surveys and five focus 

groups involving students and other stakeholders. 

Under T2 – Implementation of Standards in Institutions and Datasets, pilot implementations 

were undertaken with DHBW and the EU4Dual European University Alliance. Additional test 

data in different formats were provided by members of the Standards Consultation Board. 

KIC tested the discovery, import, transformation and aggregation of the course data. These 

pilots demonstrated the practical applicability of the specifications in different institutional 

contexts and identified requirements for institutional onboarding. While the technical 

implementation proved manageable, obtaining the necessary institutional approvals for 

publishing and sharing course data was more challenging and emerged as an important 

governance requirement for future uptake. 

Under T3 – Development of the Platform, implementation started with the back-end 

infrastructure, comprising the data aggregator and the institutional dashboard 

(https://dashboard.app.quality-link.eu/) and subsequently progressed to the public course-

catalogue interface (https://courses.app.quality-link.eu/). Development followed an agile 

approach: all partners regularly reviewed the evolving platform, provided feedback and 

reprioritised the requirements backlog. The highest-priority items were incorporated into the 

https://dashboard.app.quality-link.eu/
https://courses.app.quality-link.eu/
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monthly development cycles. The resulting demonstrator supports the discovery and 

harvesting of institutional data sources, the processing of several course-data formats, 

normalisation to an ELM-based model and publication through a searchable catalogue. 

During implementation, the consortium prioritised the core objective of achieving 

interoperability between different course-data standards and providers. The comprehensive 

integration of external quality indicators was deferred because suitable quality data were 

frequently unavailable, insufficiently granular or difficult to match reliably to individual 

courses. This prioritisation safeguarded the technical robustness and reusability of the core 

infrastructure while establishing the basis for subsequent quality-data enrichment. 

Under T4, the platform underwent an initial internal launch and testing phase, coordinated by 

DHBW and EDEN. A public webinar series in January 2026 initiated external testing and 

enabled feedback from the wider higher education and interoperability communities. 

Under T5, KIC and EUF incorporated feedback from project partners, Standards 

Consultation Board members and external testers into both the platform and the technical 

specifications. This iterative validation process supported continuous quality improvement 

and ensured that the results reflected institutional and user requirements. 

Finally, under T6, KIC and DHBW developed a roadmap for the further evolution of the 

platform and specifications. The roadmap addresses remaining technical developments, the 

future integration of quality indicators, institutional onboarding and the sustainability and 

scaling of the infrastructure. 

Overall, the results directly contributed to the project objectives by translating the QualityLink 

quality framework and technical specifications into an operational demonstrator. The platform 

showed that course data from different institutions and standards can be discovered, 

aggregated, normalised, updated and made searchable through a shared European 

catalogue. The quality of the results is evidenced by the end-to-end functionality of the pilot, 

its standards-based and open architecture, its validation with institutional data and 

stakeholders, and the public availability of reusable specifications and implementation 

guidance. 
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2 Prototype Platform 

2.1 Summary    

QualityLink developed a standard way to describe courses and micro-credentials across 

institutions and borders, based on the European Learning Model (ELM). 

1. A common language for course data 

Whether an institution uses ELM, OOAPI, Edu-API, or OCCAPI, that course data can feed 

into the shared catalogue. 

https://quality-link.eu/technical-specs/  

Based on the technical specifications for sharing quality data on higher education courses 

and micro-credentials across Europe and the requirements workshop for the QualityLink 

course platform, KIC has implemented a prototype of the QualityLink platform as a 

technology demonstrator. 

The prototype includes two main components: 

2. An open data aggregator 

A data aggregation pipeline that implements the Discovery and Data Exchange 

specifications, including a diagnostic dashboard for higher education institutions and data 

providers. The QualityLink aggregator automatically collects course data from participating 

institutions and keeps it up to date. It’s open source, run on a non-profit basis, and free of 

charge for all European higher education institutions 

https://quality-link.eu/use-the-aggregator/for-decision-makers/  

https://dashboard.app.quality-link.eu/  

3. A Europe-wide course catalogue 

A public-facing course catalogue frontend displays the aggregated data.The frontend 

components are implemented as web applications based on the React framework. The 

QualityLink course catalogue brings together learning opportunities from all participating 

institutions in one searchable place. Students, employers, and recognition officers across 

Europe can discover what’s on offer. 

https://courses.app.quality-link.eu/  

https://quality-link.eu/technical-specs/
https://quality-link.eu/use-the-aggregator/for-decision-makers/
https://dashboard.app.quality-link.eu/
https://courses.app.quality-link.eu/
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2.2 Open Data Aggregator 

 

Figure 1:Diagnostic dashboard for higher education institutions and other data providers 
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The data aggregation pipeline performs the various tasks required to implement the draft 

policies and standards: 

● Fetch a reference list of recognised higher education institutions from DEQAR 

● Discover manifest files based on the institution’s SCHAC code or website domain 

● Fetch data from the source(s) listed in the manifest file 

● Convert data from OOAPI, Edu-API or OCCAPI to ELM 

● Store validated ELM data 

● Fetch student and staff stats data from the EHESO API 

For higher education institutions and other data providers, a diagnostic dashboard is 

available at:https://dashboard.app.quality-link.eu/ 

The dashboard allows the institution to see whether a manifest file was discovered and to 

inspect the data that was fetched from its data source(s). The dashboard does not require 

login, as it only allows the user to trigger actions (discover manifest, fetch data) that are in 

any case triggered periodically. The pipeline is implemented using a modern micro-service-

based architecture. The following figure illustrates the micro-services of the aggregation 

pipeline: 

 

Figure 2: Micro-services of the aggregation pipeline 

https://national-policies.eacea.ec.europa.eu/eheso/micro-data-access
https://dashboard.app.quality-link.eu/


 

9 

These perform the following tasks: 

● The FastAPI backend performs the manifest file discovery, runs all data aggregation 

tasks and pipelines, and serves as an interface for the frontend. It includes an API 

(for the frontend/dashboard) and a command-line interface to trigger operations 

manually or on schedule. 

● The PostgreSQL database holds the regularly updated list of providers and metadata 

on them (e.g. manifest file contents, information on data sources). 

● The MinIO (S3-compatible) object store serves as a data lake and holds the raw data 

fetched from institutions’ data sources. 

● The Jena Fuseki triplestore holds the final data in ELM format, after it has been 

converted, cleaned and validated. 

● The Meilisearch index holds a representation of the enriched final data, optimised for 

the course catalogue frontend (see below). 

● The React-based dashboard allows institutions to diagnose the discovery and 

harvesting of their data. 

All components developed are released as open source under an Apache 2.0 license. A 

more detailed description of the micro-services architecture can be found in the respective 

GitHub repositories: 

https://github.com/Knowledge-Innovation-Centre/quality-link-infra - overall setup, backend 

and frontend code 

 

2.3 European-wide course catalogue 

The catalogue was developed as a minimum viable product, demonstrating the technical and 

organisational feasibility of Europe-wide course catalogue, collecting course data from 

participating institutions using different standards and keeping it up to date. 

It is implemented as a React-based web application and a Meilisearch engine as a backend. 

To this end, RDF data from the Jena triplestore is serialized as JSON-LD in a shape that is 

suitable for indexation in Meilisearch. 

The public-facing catalogue is available at: https://courses.app.quality-link.eu/ 

https://fastapi.tiangolo.com/
https://www.postgresql.org/
https://www.min.io/
https://jena.apache.org/
https://www.meilisearch.com/
https://react.dev/
https://github.com/Knowledge-Innovation-Centre/quality-link-infra
https://react.dev/
https://www.meilisearch.com/
https://courses.app.quality-link.eu/
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Figure 3: Search and catalogue view 
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Figure 4: Course details view
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1 Context 

QualityLink set out to answer a simple question: how can anyone in Europe find out which 

learning opportunities exist, and judge whether they are any good? 

For potential learners, the increasing diversity of smaller, stand-alone courses leading to 

micro-credentials has increased the need for comparable and reliable information, but it is 

not confined to micro-credentials and covers any course or programme. Learners want to 

find learning that suits them, understand the learning outcomes and skills it delivers, and be 

able to judge its quality before they commit. 

For institutions and for European Universities alliances, feeding data into a Europe-wide 

open dataset serves different purposes: better international exposure of their learning offer, 

transparency towards learners and other stakeholders, and the ability to assemble joint 

course catalogues across alliance members. For these different purposes, the precondition is 

the same: course catalogues have to be interoperable. This is a technical as much as it is an 

organisational challenge, as noted by the European Higher Education Interoperability 

Framework (HEIF), which identified interoperable course catalogues as a first and foremost 

use case. 

The project therefore concentrated on building the foundations for open and interoperable 

course data. Four elements make up those foundations: 

1. A set of quality indicators, both qualitative and quantitative, derived from what 

stakeholders indicated they needed. Because those needs shift over time, the 

indicator set was never intended to be fixed; periodic revision is part of its design. 

2. A data model, consisting of an ontology and an application profile. It builds on the 

European Learning Model (ELM) and extends it only where genuine gaps were 

identified; QualityLink data thus remains understandable and interoperable with the 

wider European ecosystem rather than forming a “dialect” of its own. 

3. A set of technical specifications covering the two operations that make 

aggregation possible at scale: discovering where an institution's data lives, and 

exchanging that data once found. Institutions publish in ELM directly or implement 

one of three supported API standards (OOAPI, Edu-API or OCCAPI); the aggregator 

normalises everything to ELM. 

4. A layer of AI-based enhancements provides skill tagging against ESCO and the 

structured completion of missing metadata. This was developed in synergy with the 

LCAMP project and the SkillData suite of tools it produced. 

These foundations were tested in practice extensively. The pilot course data aggregator 

integrates data from 22 higher education institutions of 4 different alliances, provided through 

3 different standards (ELM, OOAPI, Edu-API). The aggregator went live in November 2025 

and remains available for public use. The aggregated data is accessible through the pilot 

course catalogue, featuring over 900 courses. 

https://erasmus-networks.ec.europa.eu/heio
https://erasmus-networks.ec.europa.eu/heio
https://europa.eu/europass/elm-browser/index.html
https://openonderwijsapi.nl/#/
https://www.1edtech.org/standards/edu-api
https://occapi.uni-foundation.eu/
https://esco.ec.europa.eu/en
https://lcamp.eu/
https://skilldata.info/
https://quality-link.eu/use-the-aggregator/for-decision-makers/
https://courses.app.quality-link.eu/
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Three things were crucial to realising this: 

1. Community co-development through the Standards Consultation Board (SCB) 

involved higher education institutions, policy actors and EdTech providers actively in 

the design process rather than presenting them with finished work. 

2. Active dissemination and stakeholder engagement carried these discussions well 

beyond the Board itself. For example, the QualityLink work featured prominently in 

discussions related to the HEIF in the European Digital Education Hub (EDEH). 

3. Publishing all specifications openly and the pilot aggregator itself as open source 

meant that what the project built can be picked up, inspected and continued by others 

without asking anyone's permission. 

2 Approach 

It is in the nature of a project like this that future steps cannot be confirmed or guaranteed at 

the point the project ends. What can be stated is the vision, however: a European course 

data aggregator should become a permanent piece of European public infrastructure, so that 

foundational data on learning opportunities is publicly available in a coherent dataset. 

This roadmap therefore identifies the components that would need to be carried forward, and 

discusses the realistic options for each. Some of them could be taken up independently of 

the others; several are mutually reinforcing. 

Part of the consortium, together with additional partners such as SURF and GÉANT, have 

submitted a follow-up application under the Erasmus+ Cooperation Partnerships call, named 

QualityHub. That project would address a substantial share of what follows — production 

deployment on GÉANT infrastructure, capacity building for institutions, connection of national 

data hubs in the Netherlands and Finland, and a European profile for Edu-API. The outcome 

of that application is not known at the time of writing. The components below are described 

so that they stand on their own regardless. 

The roadmap is based on the following principles, which are aligned with the principles on 

which the QualityLink architecture was initially designed: 

● Existing standards before customisation: extend ELM or other standards only where a 

demonstrated use case requires it. 

● Open by default: keep specifications, core software, and any other artefacts openly 

available, with transparent licensing and attribution. 

● Minimum viable participation: keep the mandatory profile minimal so that entry is 

feasible, while quality can improve; maintain institutional autonomy and freedom to 

use one of several supported standards. 

● Trust through provenance: mark who asserted each data element, when it was 

updated, and what transformations (e.g. AI-enrichment) were applied. 
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● User-centred quality definition: prioritise information learners and other stakeholders 

consider relevant; do not collapse heterogeneous indicators but leave judgement to 

the user. 

● Security and privacy by design: minimise personal data, authenticate protected 

exchanges and make operational security part of the release process. 

The following sections outline (a) a backlog of features that were already found to be useful, 

but could not be implemented within the scope of the QualityLink project, (b) a set of building 

blocks, i.e. key components that need to be put in place for sustainable roll-out of a Europe-

wide course data aggregator, and (c) discusses governance and funding as crucial enablers. 

It concludes with a 3-year roadmap how these components could be put in place. 

3 Backlog 

The objective of QualityLink was to propose technical specifications and to pilot the data 

aggregator, but a fully-fledged and production-ready system was beyond scope. As a result, 

a number of specific features were discussed during the course of the QualityLink project 

and deemed to be useful for a Europe-wide course data aggregator, but could not be 

implemented with the limited time and resources available in the project. 

3.1  Identity resolution 

A stable course identifier was proposed and implemented, based on identifiers assigned by 

offering education institutions themselves. 

The identifier itself is necessary but not sufficient, however: data on the same learning 

opportunity may arrive from the offering institution and from third-party quality sources at 

different times. Such third-party sources will not always use the original identifier. 

An identity resolution service should therefore allow to identify and disambiguate course 

based on relevant matching signals such as provider identifier, local course code, learning 

outcomes, or course names. 

Exact identifier matches may merge automatically; probabilistic matches should retain 

separate records until a threshold and review policy are satisfied. 

Mainly relevant for: data providers, especially third-party ones 

Priority: high 
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3.2  Incremental updates 

The QualityLink specifications propose a mechanism for incremental updates, which could 

not be implemented or tested due to other priorities (e.g. ensuring coverage of different 

standards) and due to lack of support by available data sources. 

At pilot stage, it has been acceptable to run full data refresh periodically. When deploying 

aggregation at larger scale this should be avoided for efficiency reasons and to mark actual 

last changes rather than last data refresh. 

The specifications point to two principal approaches to this, namely (a) the tracking of 

timestamps and data sources supporting filtering based on modification date, and (b) the 

creation of a push API approach that would allow data sources to push updates to the 

aggregator when happening. 

Mainly relevant for: data providers and data consumers (e.g. to implement incremental 

updates downstream) 

Priority: high 

3.3  Machine-readable logs and status 

The pilot aggregator allows education institutions to consult logs about the processing of their 

own data, including basic validation, warning and error messages. Currently, these are 

provided in human-readable format only, but not in a structured format. 

Providing logs and aggregation status in a structured format would make them machine-

readable and allow institutions to monitor aggregation success better in their own systems. 

Having these accessible through a REST API would enable more robust integration. 

Mainly relevant for: data providers 

Priority: medium 

3.4  Specific profile levels 

The ELM application profile for learning opportunities and qualifications (LOQ) is the 

canonical reference. Its required data fields are fairly lean. The QualityLink profile 

deliberately did not override this, in order not to create any unnecessary hurdles for feeding 

basic data into the aggregator. 

On the other hand, for many use cases course data that only meets the minimum 

requirements would be insufficient. 
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Dedicated profiles for specific use cases could be useful in building consensus about 

requirements for specific use cases, and help data consumers identify courses with data that 

meets the needs of their use case. 

Such profiles could be defined as SHACL constraints. Validation would be extended to check 

against the different profiles and produce actionable errors that point data owners to the field, 

constraint, severity and correction.  

The following profile levels could be considered: 

Profile level Purpose Required attributes Implication 

Core Discovery and basic 

information 

(current profile) 

   

Minimum for 

indexation 

Mobility and 

recognition 

Minimum for course 

to be understood by 

learners and partner 

HEIs in mobility 

contexts and to 

decide on recognition 

E.g. workload/ 

credits, level, 

learning outcomes, 

assessment 

methods, delivery 

mode, location and 

prerequisites 

“Mobility-ready” 

badge and filter 

Micro-credential Identify courses that 

are described in line 

with European 

approach for micro-

credentials 

E.g. awarding body, 

learning outcomes, 

workload, quality 

assurance, 

assessment 

methods, student 

supervision and 

identification, 

stackability/recognitio

n options 

“European micro-

credential” badge 

and filter 

Quality indicators Transparent 

comparison of 

courses based on 

user-chosen 

indicators 

Certain key quality 

indicators, e.g. 

student/staff ratio or 

success rates  

Eligible for course 

comparison feature 

Mainly relevant for: individual users and institutional data consumers 

Priority: medium 
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3.5  Multi-lingual support 

The current pilot implementation works in a single language, currently English. As the ELM is 

a fully multi-lingual data model and the other APIs also support multi-lingual data, multi-

lingual capabilities should be implemented. User preferences should be honoured, with a 

reasonable fallback logic where the preferred languages are not available. 

Mainly relevant for: individual end users 

Priority: medium 

3.6  Support HTTP Signature 

The QualityLink specification proposed the use of HTTP Signatures as one authentication 

option. HTTP Signature is a cryptographic signature provided by the aggregator to the 

education institution’s API. It allows the latter to verify the signature based on a public key 

published by the aggregator and thus enables the institution to allow requests only be the 

aggregator. 

In comparison to the existing authentication methods, HTTP Signature would eliminate the 

need for communicating any secrets out of band; it thus solves issues related to storage, 

rotation and revocation of credentials. There was, however no concrete demand for it so far. 

Mainly relevant for: data providers 

Priority: medium 

3.7  Support OCCAPI 

The OCCAPI specification was undergoing major restructuring during the period of the 

QualityLink project. As version 1 was already deprecated it was not useful to implement it in 

the pilot aggregator. Version 2 was not completely finalised and no real-life data sources 

were available in OCCAPI v2 before the end of the project. 

The level of priority depends on the level of adoption by institutions. This, in turn, will depend 

on the extent to which OCCAPI will be used within the Erasmus Without Paper (EWP) 

ecosystem. 

Mainly relevant for: data providers that use OCCAPI 

Priority: medium to low 
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3.8  Comparison features 

The QualityLink pilot aggregator mock-ups included the availability of a course comparison 

feature.  

As the course comparison did not feature strongly in discussions on stakeholder needs 

discovery, this was assigned a lower priority. Due to resource and time constraints, and the 

need to prioritise, this was not implemented during the QualityLink project. 

Mainly relevant for: individual end users 

Priority: low 

4 Building blocks 

While the backlog includes concrete features that were discussed within the project and that 

could be implemented regardless of deployment, this section summarises the building blocks 

required for deploying a Europe-wide course data aggregator as a stable public service. 

4.1  Deploy in production 

The pilot aggregator is a solid basis, but it is a pilot. Reaching production grade requires 

three pieces of work: clearing the open issues recorded in the GitHub repository, a review 

oriented towards performance and scalability, and a review focused on security. All of these 

are prerequisites for institutions across Europe to depend on the service with confidence. 

In addition, it will be necessary to define a production service baseline: support policy, 

monitoring, incident response, backup and recovery, security maintenance and dependency 

management. 

The harder question is where a Europe-wide aggregator should live. A stable, trusted, and 

visibly neutral home matters more than the technical hosting arrangement itself, because 

institutions need to be able to trust a Europe-wide aggregator before deciding to feed their 

course data into it. The following options below are set out roughly in order of the 

consortium's preference.  
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Option Strengths Considerations 

GÉANT Logical given GÉANT's role as the 

pan-European umbrella of NRENs; 

a solid and stable framework that 

fits the organisation's mission and 

strengthens community ownership 

of the service 

Requires the service to be taken into 

an established portfolio and 

resourced accordingly 

Another 

European 

organisation 

(e.g. 1EdTech, 

EUNIS) 

Both are credible, well-connected 

bodies in the field; community 

ownership at a similar level to 

GÉANT, albeit not as broad 

Their missions are focused on 

standardisation and on community 

respectively; operating public 

infrastructure sits outside that remit 

European 

Commission 

Clearly a stable home, and 

compatible with the Commission's 

mission and its investment in the 

European Education Area 

Could be perceived as less 

community-owned and community-

managed than a GÉANT-hosted 

service 

The project 

consortium, or 

part of it 

An organic continuation, with 

responsibility taken by the 

organisations that built the system 

Running permanent public 

infrastructure is not the mission of 

the consortium organisations; likely 

to be less stable in the long run 

One or more 

NRENs 

Technically very feasible, and close 

to institutions; community 

ownership similar to GÉANT but 

country-specific 

A single national host raises 

neutrality concerns for a Europe-

wide service 

Commercial 

provider 

Possible where profitable, or under 

a contract/grant from the European 

Commission; a publicly funded 

contract awarded through tender is 

a legitimate route 

Operating the aggregator should be 

a public service rather than a 

business in its own right; even under 

contract, locating it with a non-profit 

body be preferable 

A dedicated new 

organisation 

Full focus on the task The course data aggregator is too 

small and narrow an issue to justify 

a dedicated organisation; the 

overhead would be disproportionate 
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4.2  Support adoption 

However good the infrastructure, a European course data aggregator succeeds or fails on 

whether institutions contribute to it. An increasing number of institutions already operate one 

or several of the supported interoperable APIs, in large part thanks to work within European 

Universities alliances, but a great deal remains to be done before coverage is good enough 

to be genuinely useful. 

One component of the roadmap is therefore a package of support measures: 

● enhanced documentation and comprehensive step-by-step implementation guides, 

including sample datasets, aimed at both technical and management audiences; 

● offer concrete playbooks for individual institution and alliance scenarios, including on 

the use of the aggregator by alliances themselves; 

● training webinars for institutions and alliances; 

● asynchronous online training courses, published as open educational resources so 

they can be reused outside any project; 

● provide test suites with machine-readable validation reports; 

● provide a sandbox environment in which institutions can test data sources outside the 

production catalogue; 

● extend the institutional dashboard to include information on data quality and 

completeness; 

● one-to-one support, in the form of a helpdesk or consultation offer for institutions 

working through implementation. 

4.3  Integrate federated approach 

A federated approach already existed and was proven to work in principle with the EU’s 

Qualifications Dataset Register (QDR), supplying data to the Europass portal of courses and 

qualifications. The QDR, however, has limited coverage due to dependency on national 

databases. The approach also prevents institutions from improving the presentation and 

exposure of their own course offer themselves — in other words, data can only be as good 

as the national database forwards it. 

QualityLink thus concentrated on acquiring data directly from the source — that is, from 

higher education institutions themselves. This was the right emphasis for a project that aimed 

to prove institutions could also publish interoperable data directly. 

Given that several countries already operate course data systems and related infrastructure 

at national level (the Netherlands and Finland are some of the clearest examples), the two 

approaches should be reconciled. Where national systems exist and have good enougb 

coverage, using them is simply less work for everyone: one single connection carries the 

data of many institutions. 
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Two principles should be respected in reconciling the two approaches: 

1. Institutions must ultimately remain in control of how their own course portfolio 

appears in the European dataset. 

2. The two routes should be combinable rather than mutually exclusive: for example, an 

institution's baseline data could come through a national system while the institution 

itself enriches or adds specific details, e.g. information on instances/offerings that 

might lack from a national dataset. 

4.4  Integrate external sources 

Driven largely by alliance use cases, QualityLink focused on basic course data, i.e. mapping 

different data standards and demonstrating their interoperability. That focus was deliberate, 

but it leaves additional potential from the integration of external, third-party sources. 

Richer and more contextual information could be drawn from external sources and indicator 

sets — Cedefop's skills intelligence is one obvious candidate, and the European Higher 

Education Sector Observatory (EHESO) another; the technical analysis of quality indicators 

provides a good starting point. 

Integrating such sources would let the dataset answer user questions that basic catalogue 

data cannot answer on its own, from skills matching to institutional context in recognition 

decisions. 

When integrating further sources it will be crucial to separate basic descriptive information 

from other quantitative and qualitative information. For the latter, clear published definitions, 

indication of provenance, transparency about update frequency and uncertainty for every 

indicator will be crucial to ensure trust in the data. 

4.5  Evolve standards 

Standards evolve; a specification that stops moving stops being used. In addition to the 

backlog above, already during QualityLink the consortium identified several pieces of work 

that would clearly be useful, but fell outside the project's scope: 

The first is to propose a European profile for Edu-API. Edu-API is a global standard and, 

as such, does not model many of the specific elements that European instruments — the 

ECTS credit system, the Council Recommendation on micro-credentials, the European 

Qualification Framework (EQF), etc. — treat as essential. 

Since Edu-API explicitly allows regional profiles, the richness and European context of ELM 

and OOAPI could be brought to it without forking the standard. This would allow European 

institutions to ensure global interoperability and to express full detail in line with European 

frameworks by adopting a single standard. 
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The second is a systematic review against the European Higher Education 

Interoperability Framework (HEIF) and against the concrete use cases that depend on 

course catalogues, to confirm that what has been specified actually serves them. 

The third is to provide recommendations to the maintainers of ELM, OOAPI, Edu-API and 

OCCAPI, feeding practical implementation experience back into the bodies that can act on it. 

Beyond such more technical imperatives, the European policy framework itself is 

progressing, and the standards will have to follow. 

The ECTS Users' Guide 2027 will update the semantic model that underlies course 

descriptions, which has direct consequences for how courses are represented in data. 

The European Degree Label (EDL) raises the importance of joint programmes, a case that 

some current course data models handle only partially. Moreover, quality indicators based 

on/related to the EDL criteria could be defined and aggregated. 

5 Enablers 

Two enablers cut across everything above. Neither is a technical question, and neither can 

be deferred until the technical questions are settled. 

5.1  Governance 

Clear governance is a prerequisite for any successful project, and more so for long-term 

infrastructure. The Standards Consultation Board is a good basis to build on: it gathered the 

key perspectives and contributed materially to what the project achieved. 

For the infrastructure and its deployment, the aggregator is too small and narrow a 

concern to warrant a separate organisation. But whoever deploys it should put arrangements 

in place for community-led governance — for example an advisory board or group that 

discusses the key issues and advises on decisions, and which integrates properly with the 

host organisation's own governance rather than sitting beside it. 

For the standards, a predictable standards lifecycle should be established with a minimum 

deprecation period. QualityLink has already adopted Semantic Versioning. Every release 

should state compatibility, migration requirements and the relationship between normative 

specifications/profiles and implementation guidance. 

Change proposals should always include use-case evidence and, ideally, examples from at 

least two independent implementations. Alignment with the HEIF (“Discover” use case), the 

ELM and the supported API communities should be managed as continuous coordination. 

Standards governance could be entrusted to an established standards organisation active in 

the field that has processes aligned with the above, such as 1EdTech. Alternatively, 

https://semver.org/
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standards governance needs to be coordinated by the organisation operating the 

deployment. 

In either scenario, participation opportunities need to be clear and open to all stakeholders 

concerned, i.e. education institutions in particular. A standard governed behind closed doors 

will not be adopted as a common European reference. 

In both cases, governance should link closely to the HEIF multi-stakeholder coordination 

group, which is where the wider European interoperability agenda is being set. 

The following overview illustrates the types of governing bodies that might be required. 

Decision rights should be proportional to responsibility and published. None of these bodies 

needs to deal with the course data aggregator exclusively; on the contrary, these functions 

could be vested in existing bodies of an organisation assuming stewardship. 

Body/function Responsible for Membership Cadence 

Host leadership oversight, legal accountability, 

budget 

(see 4.1) continuous 

Technical 

maintainers 

code quality, operations, 

security, releases, incident 

response 

host staff or 

contractors 

continuous 

Product board roadmap, priorities, release 

scope 

HEIs/alliances, 

learner 

representatives, 

recognition 

community 

quarterly 

Standards board profiles, mappings, 

specifications 

ELM/API 

specialists, 

standards 

bodies 

twice annually 

Data quality board indicator definitions, trusted 

data sources 

stakeholders, 

QA/recognition 

experts 

twice annually 
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5.2  Funding 

Funding is, obviously, what enables any of the above. In practice a combination of sources is 

likely; the table below sets out the main models and what each implies. 

Model Advantages Drawbacks 

Project funding Readily available and fits well into 

existing programmes; a natural 

route for development work 

Time-limited by design; leaves 

permanent operation 

structurally insecure 

Dedicated public 

grant 

More secure and durable; reflects 

the public-interest nature of the 

service 

A high bar to have such an 

arrangement set up and agreed 

Fees paid by 

publishing institutions 

Distributed across many 

contributors, avoiding dependence 

on a single large donor 

Reduces the attractiveness of 

participating: publishing course 

data already takes effort that is 

not reimbursed 

Fees paid by 

alliances and others 

reusing the 

aggregated data 

Fair in principle, since actual users 

pay 

Availability of course data 

should be a public service; 

unclear whether alliance use 

alone would be sufficient; would 

require distinguishing for-profit 

from non-profit reuse 

Fees paid by end 

users 

Fair in one sense, in that those who 

benefit contribute 

Unlikely to generate meaningful 

revenue, and runs against the 

open data policy the project has 

committed to 

Commercial services 

built around the 

dataset 

Could generate revenue while the 

underlying data remains open, and 

would encourage a wider service 

ecosystem 

Depends on an operator with 

the capability and mandate to 

run commercial services, and 

needs a clear separation from 

the core public-service function 
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6 Overview and conclusion 

The QualityLink consortium estimates that it would require roughly a 3-year period to fully 

convert the working foundation into a sustainable infrastructure with clear stewardship, stable 

releases, operational service levels, and strong monitoring. The critical initial steps are 

governance and a reliable arrangement for production deployment, followed by backlog 

items, adoption support and advanced building blocks in order of priority. 

The following chart presents a possible sequencing of the addressing backlog items and 

putting building blocks in place. While it reflects the priorities and the level of urgency of the 

building blocks, it is illustrative and might be adjusted and reprioritised by the hosting 

organisation and the governing bodies. 

 

QualityLink has demonstrated that the four main course data standards can be bridged, that 

institutions across Europe can publish into a shared catalogue, and that the resulting dataset 

is useful. The specifications are published, the software is open source, and the pilot works. 

Turning that demonstration into permanent public infrastructure was beyond the scope of the 

project, but the present roadmap presents a blueprint for that. That logical next step is not 
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primarily a technical one. What is needed now is a stable home, a governance arrangement 

that keeps the community in the room, and a funding model that does not expire. This 

roadmap makes key choices explicit, so that whoever might take the work forward — the 

QualityHub consortium, GÉANT, the Commission, or others — could build on the 

considerations herein. 

 


